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*
§1—Introduction
Posts on social media platforms like Twitter are sometimes the products of bots. Some of these bots perform valuable epistemic functions, such as efficiently disseminating useful information to human users.[endnoteRef:1] However, other bots serve more nefarious purposes, at least in part because they have been designed to behave and appear as though they are not bots. A well-known example from the North American context concerns the vast sea of Russian bots that were first identified on Twitter in 2016.[endnoteRef:2] These bots were designed to masquerade as human users (hereafter just ‘users’). At least one goal behind their design was to spread disinformation by convincing users that these bot accounts were sources of genuine, sincere testimony from fellow human beings. Another was to make these users unsure about which accounts were bots. [1:  A good example of an epistemically valuable bot is the recently created ‘Vaccine Hunter Bot’ (@VaxHunterBot), which provides automated information about the availability of Covid-19 vaccines in different regions.]  [2:  https://www.theguardian.com/technology/2018/jan/19/twitter-admits-far-more-russian-bots-posted-on-election-than-it-had-disclosed] 

With that case in the rear-view mirror, worries about deceptive bots remain on the minds of many social media users. No doubt, it is best if bot-driven deception and skepticism are avoided. However, mistakes can also run in the opposite direction, as when users—perhaps precisely those who are hypervigilant about deceptive bots—mistakenly attribute other users’ posts to bots. When this occurs, users’ posts receive insufficient uptake and, as I will argue, these false bot judgements can cause epistemic harm. These harms may accrue for the original poster, their epistemic projects, or even for the user who makes the false bot judgement. Beyond these harms for individuals, such judgements might even cause harm to epistemic communities. 
An initial question is whether false bot judgements cause epistemic injustice (Fricker 2007). The question arises because it is a standard feature of testimonial epistemic injustice that a person’s testimony fails to receive sufficient uptake (Ibid.). To answer this question, §2 provides an initial comparison of testimonial injustice cases and false bot judgement cases. The conclusion of §2 is that we probably ought not to identify assimilate false bot judgement cases with testimonial injustices, despite their various similarities. This negative result does not show, however, that false bot judgements are not epistemically harmful.
In §3, I take up the question of just how epistemically harmful false bot judgements are or could be, regardless of whether these harms are tied to testimonial injustice. But because the comparison with testimonial injustice is available from §2, I once again draw out the harms associated with false bot judgements by contrasting them with the harms of testimonial injustice. One conclusion of §3 is that, even if the epistemic harms caused by false bot judgements are not particularly harmful on a token-by-token basis, they may (eventually) cause significant epistemic harms in the aggregate. This conclusion runs contrary to what I imagine will be a common reaction among many readers, namely that the harms at issue are easily avoided, easily redressed, or insignificant even when avoidance and redress are unachievable. §3 also examines cases where users judge that a claim is not widely endorsed because they believe that bot accounts are primarily responsible for tokening them. Another conclusion of §3 is that these judgements cause trouble for users’ access to a common type of higher-order evidence. 
In §4 I consider how the epistemic harms caused by false bot judgements might be avoided or redressed, and who—or what institutions—are accountable for taking these measures. For reasons that I flag in §3, I end up being more enthusiastic about avoidance strategies than redress strategies. The tentative conclusion of this section is that both institutional and individual preventative efforts may be needed. In §5 I conclude.

§2—False Bot Judgements Analyzed
According to Miranda Fricker, testimonial injustices occur when a speaker’s testimony suffers a ‘credibility deficit’ due to a hearer’s ‘identity prejudice’ toward the speaker (2007, 28).[endnoteRef:3] An identity prejudice is a prejudice that a hearer has toward a speaker in virtue of the speaker’s ethnicity, sexual orientation, political affiliation, economic class, or other socially salient characteristics. For instance, a racist white man who hears a black speaker’s testimony may be disposed to deny the speaker’s sincerity or competence on the matter testified. When this disposition is activated, the black man suffers an epistemic injustice because he encounters undue difficulty partaking in discourse—a valuable epistemic practice—with his would-be interlocutor, owing to the fact that he is the target of an undue identity-prejudicial credibility deficit. He suffers from a specifically testimonial form of epistemic injustice because it is his testimony that receives insufficient uptake.[endnoteRef:4] [3:  It has recently been argued that credibility excesses can yield testimonial injustice (Huda 2019). I do not discuss any such cases here.]  [4:  Epistemic injustices might also occur when one’s questions are not taken sufficiently seriously (Hookway 2010).] 

Now consider what happens when one user falsely attributes an online post to a bot rather than its actual human author. For example:
Tom on Twitter: Tom, a US citizen, has recently read an article providing evidence that Russian operatives are using bots to spread misinformation on Twitter. His understanding is that these bots were created to generate the appearance of widespread agreement or disagreement on matters pertinent to the upcoming federal election. He now encounters an account posting something that he judges to be suspiciously hyper-partisan, and he judges that this is precisely the sort of content that the Russian bots would spread in order to lower the quality of the discourse. Thus, Tom judges that the post was authored by a bot and, accordingly, dismisses it. In fact, however, that post was authored by a sincere, competent human user named Brianna.

Just as with testimonial injustices, we can stipulate that Brianna receives insufficient uptake (relative to her sincerity and competence) from Tom. But there are differences too. Consider sincerity first. Tom does not confer insufficient uptake on Brianna’s post due to an identity-prejudice toward her. After all, he does not even think that Brianna is its author. One might contend, further, that Tom does not even take the post’s author to be the sort of entity toward whom identity-prejudices are apt or inapt, or even as the sort of entity that can speak. After all, bots are not genuine speakers, and so we might construe their posts as asincere rather than insincere. Contrariwise, out of prejudice, the racist hearer treats the black speaker as insincere rather than asincere.[endnoteRef:5] [5:  There may well be cases where speakers suffer “hermeneutical death” at the hands of prejudiced hearers. These are cases where “one’s status as a subject of knowledge and understanding is barely recognized”, to such an extent that one’s voice is “killed” (Medina 2017, 46). In these cases, however, it is unlikely that the speaker is being treated as having no illocutionary intentions whatsoever, such that the speaker is deemed asincere. It is just that these illocutionary intentions are taken with minimal seriousness.] 

A similar lesson might apply to judgements of testimonial competence. No doubt, it is fine to judge some bots as being better or worse at providing valuable information, and this might underwrite attributions of (in)competence to bots in the same way that we might describe search engines like Google as (in)competent in their deliverances. But this way of speaking is colloquial; it is not talk of (in)competence as a genuinely agential property. To see this, note that we are not disposed to evaluate search engines as epistemically virtuous or vicious in point of how they deliver the epistemic goods. Nor, relatedly, are we typically disposed to harbor reactive attitudes toward them for their successes or failures on this front. To the extent that some of us do occasionally take up this ‘participant stance’[endnoteRef:6] toward search engines, this is plausibly a questionable practice—one in a long line of suspicious tendencies to anthropomorphize non-agential artifacts. If we can analogize our treatment of bots to our treatment of search engines, then perhaps this marks another difference from standard cases of testimonial injustice. After all, the racist white man can assess the black speaker’s epistemic behaviour as virtuous or vicious. But if Tom thinks that bots are not genuine agents, then he might treat them as acompetent rather than incompetent. [6:  In the sense of Strawson (1993).] 

Those convinced of the foregoing suggestions will likely understand false bot judgements as maximal in the ‘illocutionary disablement’ that they cause (Langton 1993). When you are illocutionarily disabled, you cannot perform certain illocutionary acts. Classically, Rae Langton discusses pornography as a cause of illocutionary disablement. She argues that pornography can undermine women’s capacities to deny sexual advances, e.g., by conditioning or convincing pornography consumers to believe that ‘no’ means ‘yes’, or that ‘no’ merely signifies one’s playing hard to get.[endnoteRef:7] By telling its consumers that ‘no’ means something other than refusal, pornography renders women unable (or makes it more difficult) to produce utterances that are interpreted as having the illocutionary force of denying a sexual advance.[endnoteRef:8] Indeed, as Catherine MacKinnon argues, ‘[p]ornography makes women into objects. Objects do not speak. When they do, they are by then regarded as objects, not as humans, which is what it means to have no credibility’ (1987, 182). On the present line of thought, this extreme case can be analogized in at least some respects to false bot judgement cases. For, when your post is taken to be the product of a bot, you are illocutionarily disabled because your testimony is not recognized as coming from you, and so you are unable to testify. You experience ‘silencing-as-uptake-failure’ (Caponetto 2021, 195).[endnoteRef:9] [7:  The reality probably involves some combination of conditioning and convincing (Langton & West 1999).]  [8:  One might think that how one’s words are taken is a perlocutionary matter (cf. Jacobson 1995; Kukla 2014, 14-15). However, one might also understand illocution as dependant on uptake—see next note (see also Caponetto 2021, 193; Langton & Hornsby 1998, 2009).]  [9:  Kukla identifies a form of epistemic injustice called “discursive injustice” (2014). Discursive injustices also involve illocutionary disablement. For example, a woman floor manager working in a factory of 95% male employees might issue an imperative to her male subordinates but be taken as merely making a request. She is thus illocutionarily disabled from commanding, or so it is argued (see McDonald 2021 for criticism about the strong extent to which the hearer can determine the illocutionary force of a speaker’s utterance, on Kukla’s view). However, at most, one’s illocutionary act is transformed here into a different illocutionary act, whereas the present line of thought sees false bot judgements as eliminating illocution entirely.] 

However, while there may be cases where Tom views Brianna’s post as non-speech masquerading as speech, this diagnosis should not be universalized. What is universalizable about such cases is that Tom fails to comprehend Brianna’s post as really issuing from Brianna, meaning that she is maximally illocutionarily disabled in the sense that she fails to perform a speech act with have illocutionary properties attributable to her. But Tom might still attribute illocutionary properties to her post or infer that the bot designer has smuggled illocutionary activity through a bot.[endnoteRef:10] In other words, Tom might take it that Brianna’s post was authored by a bot, and also take it that the bot is a sock-puppet through which its designer performs speech acts such as asserting (whether sincerely or otherwise). For an imperfect but nevertheless instructive analogy, Brianna’s silencing here is akin to that experienced by an actor who tries to warn audience members of a fire behind them, but who is not taken seriously because her warning is attributed to the playwright’s script rather than to her.[endnoteRef:11] In this way, Brianna suffers from what Laura Caponetto calls ‘seriousness silencing’ (Ibid., 196). [10:  Thanks to an anonymous reviewer for pressing this line.]  [11:  The analogy is imperfect, at least in part, because audience members would not mistake the actor for a non-human entity such as a bot.] 

Once our analysis takes this turn, prejudice may indeed be attribute to Tom at some level. For instance, Tom might mistake Brianna’s post for a bot-post because he is Xenophobic against Russians. This might happen because the content of Brianna’s post is ‘coded’ for Tom in a way that prompts thoughts of nefarious Russian bot designers.[endnoteRef:12]  [12:  This result would be slightly different from standard “content-focused” or “content-based” testimonial injustices as described by Davis (2021) and Dembroff & Whitcomb (forthcoming), where a speaker’s testimony is dismissed not due to prejudice toward the speaker but due to prejudices associated with the content of what is testified by the speaker. To take a standard example, a white male speaker might be dismissed by a racist hearer for whom the content of the speaker’s testimony is “black woman coded” and thus not worthy, by the hearer’s lights, of serious consideration, despite the hearer’s recognizing that the speaker is not black. In the case I am describing, however, Tom takes the coding of a post’s content as a clue regarding the speaker’s identity, and hence may indeed harbor an identity prejudice toward the (again, misidentified) speaker.] 

However, in other cases, Tom might simply be concerned about trolls who create deceptive bots for whatever reasons, and he might think that the apparent ridiculousness of a post provides substantive evidence that it was authored by a bot that was, in turn, designed by a trolling bot designer whose beliefs Tom does not bother to speculate about. Alternatively, Tom might be convinced that Brianna’s post is a bot-post because other users refer to Brianna’s post as a bot-post. In this case, Tom might actually have legitimate testimonial evidence in favour of his false bot judgement, even if (unbeknownst to him) the other users who call Brianna’s post a bot-post are insincere or have poor evidence for their bot judgements (I say more about the evidential value of others’ bot judgements in §3).[endnoteRef:13] There need be no identity-prejudice on Tom’s part in these cases, though perhaps the bot judgements of other people (who Tom takes seriously) are motivated by prejudices.[endnoteRef:14]  [13:  If others insincerely assert that Brianna’s post is a bot product, Tom might be duped into a false bot judgement just as readily as if their assertions were sincere. Thanks to an anonymous reviewer for raising this point. ]  [14:  Further, potentially blurrier cases abound. To take an anonymous reviewer’s case, a bot might be designed to appear as the account of a black person endorsing conservative positions, and might receive an excess of credibility from politically-aligned readers. Users who are hypervigilant about this sort of possibility might erroneously judge that an actual minority user with conservative leanings is just a bot. ] 

Now, if Fibigier Byskov (2021) is right that all testimonial injustice necessarily involves identity-prejudice, then the above cases show that there is no necessary connection between false bot judgements and testimonial injustice.[endnoteRef:15] However, Michael Doan has argued that there are testimonial injustices that ‘cannot be traced straightforwardly to prejudice’ at all (2018, 3). If Doan is right, is there still room for a constitutive connection between false bot judgements and testimonial injustice? One concern is that, even in cases where Tom’s identity-prejudice is part of an explanation for why he dismisses a given post, Tom believes that the post’s illocutionary profile can be attributed to a bot designer, and yet this designer does not really exist. Therefore, Tom’s identity prejudice fails to obtain a real target; there is no bot designer to be the victim of injustice. Moreover, even when we focus on Brianna, whose post fails to be recognized as her own, this failure of recognition is largely incidental. After all, it involves a brute mistake about Brianna’s identity, one that would lead to an immediate change in Tom’s uptake toward Brianna’s post if he were simply able to learn that she was not a bot. And because Tom’s judgement rests on a brute mistake, he may not really be acting unjustly (cf. Fricker 2007, 21-22). I make this point as a concession to those who think that we will be stretching the concept of testimonial injustice too thin if we attempt to accommodate cases such as Tom on Twitter within its purview, since the concept has acquired a great deal of its usefulness in allowing us to characterize forms of harm that are not predicable on brute mistakes and that are, instead, based on morally or politically serious patterns of bad behaviour. In the end, then, we may have a significant ‘ameliorative’ reason to refrain from assimilating false bot judgement cases under the concept of testimonial injustice, even if false bot judgements meet many standard descriptive conditions for falling under that concept.[endnoteRef:16] [15:  Byskov claims that all testimonial injustice must involve prejudice toward the speaker (2018, 3), and yet content-based testimonial injustices strike me as counter-examples (see note 12).]  [16:  In the sense of Haslanger (2000).] 


§3—The Epistemic Harms of False Bot Judgements
If false bot judgement cases do not involve testimonial injustice, is there nothing harmful about them? I say that the answer is no. After all, we have seen that Brianna qua Brianna fails to receive uptake from Tom, and this is disruptive to her epistemic projects. For example, it would be better for her if she was not mistaken for a bot, because then her viewpoints might be taken seriously in the discourse to which she intends to contribute. However, one might still doubt that false bot judgements are significantly or seriously harmful.
Skeptics about the harmfulness of false bot judgements might emphasize a contrast with standard testimonial injustices. For instance, black speakers have often been dismissed by white society in all sorts of contexts, making it systematically harder for their testimony to have its intended illocutionary and perlocutionary effects. The systematicity of racial prejudices means that there is likely to be no simple, one-off action that black speakers can perform in order to avoid unjust credibility deficits. Moreover, as a result of facing such credibility deficits often, many speakers could come to form a negative self-conception concerning their worthiness as contributors to social-epistemic projects. This might create a vicious cycle in which they are less likely to offer up their testimony and, in turn, even less likely to be taken seriously by would-be prejudiced hearers who now take black silence as evidence of black incompetence (cf. Goguen 2016).[endnoteRef:17] Obviously, this is quite serious. But is there anything comparatively serious about the case of a speaker whose testimony is dismissed on the basis of a hearer’s false bot judgement? [17:  See also Fricker: “someone with a background experience of persistent testimonial injustice may lose confidence in her general intellectual abilities to such an extent that she is genuinely hindered in her educational or other intellectual development” (2007, 46).] 

[bookmark: _Hlk80113010]Interestingly, Fricker offers a case of philosophers of science at a large conference dominated by historians of science and science researchers who think that the philosophers are out of touch with contemporary scientific practice. They dismiss most or all of the scientific testimony of these philosophers. This involves an identity-prejudicial credibility deficit, but it does not pertain to a ‘broad identity category that makes for a tracker prejudice’ (Ibid., 28). In other words, the testimonial injustice that results from this prejudice is not one that would be replicated outside of narrow (i.e., academic) social contexts. Therefore, it is more incidental than the systematic injustice faced by most victims of racial prejudice. But it may still be significantly harmful. If so, couldn’t it be that the incidental harm suffered by Brianna is also significant?
One might attempt to flip my analogy by arguing that that the harm suffered by the philosophers of science is insignificant, such that the harm suffered by Brianna is insignificant too. I offer no response, except to say that the flipped analogy itself requires an argument. Instead, I will focus on another objection to my view, namely that Brianna suffers an insignificant harm because it is so easily overcome. To see the objection, consider the range of actions that Brianna might perform in order to assure Tom that she is not a bot, thereby overturning the credibility deficit that she initially suffers. For instance, Brianna might:
(1) Point to her own publicly available online history as evidence of her human agency
(2) Make her online profile sufficiently richly detailed, so that Tom does not mistake her for a bot in the first place
(3) Appeal to her online ‘followers’ or ‘friends’ as evidence of her human agency
(4) Make a comment about Tom’s profile—one clever enough that no bot could easily craft it—as evidence of her human agency
Each of these actions is something that stands a good chance of correcting Tom’s false bot judgement, whereas nothing so simple is available to the black speaker embedded in a racist society nor, arguably, the philosopher of science vying for the respect of her fellow conference-goers. There are no big red buttons for overcoming prejudice, be it systematic or incidental. But there may be such buttons for overcoming false bot judgements, and this might tell us that such judgements are not harmful enough to warrant our attention.
In reply it is worth noting, first, that none of the aforementioned strategies for overcoming false bot judgements are infallible. The first and second strategies depend on one’s having a sufficiently rich (and publicly observable) online history, and so are less useful to newer users of a given platform. Moreover, embracing these strategies can sometimes compromise one’s anonymity, thereby opening oneself up to threats of doxxing or impersonation. Doing so can also render one vulnerable to testimonial injustices if one reveals features of one’s identity that trigger identity-prejudices in one’s hearers (Frost-Arnold 2014). The third strategy requires one to have a large enough online following to reliably allay suspicion. Finally, the fourth strategy requires information about those users who judge one to be a bot. 
This last point bears emphasis because it brings out a general issue associated with false bot judgements, namely that many false bot judgements will leave no trace for the misrecognized user to take advantage of; these judgements will often be made by agents who are simply scrolling through their social media feeds without stopping to leave comments such as ‘wow, this bot’s post is especially stupid!’ This is, in fact, how Tom on Twitter was presented. Tom does not actually leave a comment for Brianna that would indicate for her that she had been mistaken for a bot. Contrariwise, in offline contexts where one’s testimony receives insufficient uptake from one’s would-be interlocutors, it is comparatively easy to recognize who has (and has not) heard one’s utterance—via recognition of facial cues, body language, their manifest silence, or whatever else. This is not to say that it is always possible to recognize when one’s (offline) utterance has received (sufficient) uptake, especially if one is testifying to a large audience such that one cannot possibly scrutinize every individual member’s reaction or lack thereof. But it is to say that the online context can leave users with an especially impoverished set of tools (and perhaps, in some cases, no tools) for such scrutinizing. 
To be sure, this is an issue for all sorts of online communication, since one will often have very little idea of who has read one’s posts, whether or not these posts are dismissed as bot products. Indeed, one’s posts can often be dismissed or taken seriously without one’s realizing this. Nevertheless, there are differences between these two outcomes. For, even when a user cannot be sure that her post has been taken seriously, cases where it is taken seriously are better for her than cases where it is not, since in one sort of case her speech achieves (at least some of) its intended aims, whereas it does not achieve these aims in the other cases. And even if one’s post is dismissed (without one’s knowing this) for reasons other than being misconstrued as a bot-post, dismissal due to false bot judgements is an additional means by which one’s posts can be dismissed, and hence adds to an existing stock of routes to uptake failure. And yet, given all this, one might worry now that there is little for someone like Brianna to do by way of redressing the harms at issue, whether the uptake failure is due to false bot judgements or to something else, precisely because she will often fail to know that this has happened. This is a fair worry, and to me it suggests that we should be focused on preventing false bot judgements rather than redressing them (I discuss this further in §4).
However, even prior to considering preventative strategies, one might doubt that Brianna really does suffer an epistemic harm even when she has no way to distinguish between cases where her post receives sufficient uptake and cases where the inverse is true, for it might be suggested that Brianna can only be harmed epistemically if she can recognize that this has occurred. Generally speaking, however, this ‘recognition condition’ on harm is controversial. To take an extracontextual example, it may be possible to harm the dead whether or not they are aware of this (Levenbook 1984). Moreover, within context, there do seem to be at least two clearly identifiable harms here. First, there is a harm to Brianna’s epistemic projects, since her testimony fails to transmit what she intended it to transmit and, for this reason, she fails to make the desired epistemic difference, whether or not she is aware of this. Second, such cases may generate harms at the level of epistemic communities or networks. For, even if Brianna is never made aware of the uptake failure that results from Tom’s dismissing her post as a bot-post, the testimonial transmission failure constitutes a broken channel of information transfer, one that would otherwise serve as a constituent of her epistemic network.
Other worries arise from reflection on just how widespread false bot judgement cases could become. At present, it may be that such cases are not particularly widespread; it may be that most bots and bot profiles just aren’t sophisticated enough to escape detection by moderately vigilant users, and it may be that human users behave differently enough from bots that identification errors in the inverse direction are equally unlikely. If so, it should be easy for moderately epistemically responsible agents to avoid mistaking other agents for bots. On the other hand, this optimistic stipulation may be false and, even if it is true at present, this tells us nothing about readily conceivable scenarios where matters are different. There may be nearby possible worlds where suspicions about rampant bot activity are widespread, even for vigilant agents who exercise due diligence in vetting the online activities and profiles of other would-be users. Notice that these may be nearby possible worlds even if there are actually very few nefarious bots on social media networks at said worlds. This is because what fuels the problem is simply widespread beliefs about the ubiquity of bots. These beliefs, be they true or false, are enough to trigger false bot judgements.[endnoteRef:18] [18:  Thanks to an anonymous reviewer for suggesting a worry that prompted this point.] 

Here are three worries about these worlds. The first is that the epistemic harms brought about by false bot judgements will not admit of easy ascriptions of blame. This is not to suggest that we are close to a crisis in which we can never distinguish real users from deceptive bots, or that we will all go around declaring every post (with which we disagree, perhaps) to be a bot-product. However, it is to say that these bots could become sophisticated enough for us to be epistemically off the hook in mistaking human users for them, just as we may be epistemically off the hook, in such a scenario, when mistaking bots for human users. If we cannot (always) blame agents who form false bot judgements, then the possibility of avoiding or redressing these harms becomes more complicated.
A second worry is that environments in which false bot judgements are sufficiently widespread are also environments in which their aggregate harm could be quite significant, no matter whether the harm that Brianna (or her projects) suffers at Tom’s hands is particularly significant on its own. For, as such cases become increasingly common, the overall integrity of online discourse on the relevant platforms could be seriously compromised: fewer agents might bother to partake in discourses where accusations of bot activity are sufficiently rampant. If this happens, large epistemic costs will accrue for all would-be participants in these discourses, as well as for those users who would be the downstream beneficiaries of the epistemic fruits that may otherwise emerge from online discourse. This is another way of describing possible harms to Brianna’s epistemic community.
A third worry concerns the ways in which bots and false bot judgements might diminish the availability of higher-order evidence on social media platforms. On my usage, ‘higher-order evidence’ denotes evidence about the existence or quality of further evidence. For instance, in many cases where several speakers testify that P, one can reasonably judge that there is evidence in favour of P even if one does not know what that evidence is. This is because the fact that many speakers are testifying that P is (defeasible) evidence that members of one’s epistemic community have evidence for P. One might think that any such judgement involves a fallacious appeal to popularity, but not all appeals to popularity are fallacious. A fallacious appeal to popularity might be something like MOST PEOPLE BELIEVE P, THEREFORE P. This inference is obviously poor. But less problematic inferences might take a form like MANY PEOPLE BELIEVE P, THEREFORE THERE IS LIKELY SOME EVIDENCE FOR P. Now, if someone—say, Tom again—judges that most posts with content P are authored by bots, then he may come to believe that P does not enjoy popular support online even if he takes Brianna to be a human agent and takes her post to indicate that she endorses P (though, naturally, if Tom also judges that Brianna’s post was authored by a bot, then the issue is compounded). This makes a muddle of Tom’s access to higher-order evidence of evidence for P. Brianna may believe P, but if the P-posts besides her own are taken to be bot-products, then she won’t be taken by Tom as endorsing a popular position. And this will mean that Tom has less reason for taking P to have evidence in its favour. 
There is also a way that bad actors can lead others to form false bot judgements and hence disrupt their access to higher-order evidence. This is an application of what Endre Begby calls ‘evidential preemption’ (2021a, 2021b). Evidential preemption is typically performed by discursive maneuvers such as ‘my opponents will tell you that P. However, I say Q’. This maneuver preempts interlocutors’ interpretation of countervailing testimony. It does this by signifying that Q has already been factored into the speaker’s assertion of P, and thus disarms the hearer from treating others’ assertions of Q as epistemically significant. Evidential preemption can be a legitimate discursive maneuver, but it can also be used as a way of coopting agents’ credulity, thus preventing them from treating Q as evidence against P even when it is. 
What bots—or beliefs about bot-prevalence—can lead to is a special application of the evidential preemption strategy, whereby one can effectively say ‘P, but Q-posts are rampant on social media due to bots’. A hearer who trusts this claim—and who then encounters Q-posts[endnoteRef:19] online—may become disposed to view these as either (1) bot-posts, or (2) posts authored by human agents in some cases but mostly just by bots. In either case, the hearer might now view Q-posts as being used in a bot-fueled ‘firehose of falsehood’ propaganda strategy (cf. Tufekci 2017, 239; Paul and Matthews 2016).[endnoteRef:20] In the first case, the agent’s access to a piece of testimony is cut off by her false bot judgement. In the second case, her access to higher-order evidence about Q is cut off by her false judgement that bots are the primary tokeners of Q-posts. [19:  Q-posts being posts with the content Q, not posts made by the de facto leader, username ‘Q’, of the insidious “Q-Anon” movement.]  [20:  This being an instance of a more general “information pollution” propaganda strategy that also includes the dissemination of fake news (cf. Lynch 2019).] 


§4—Dealing with False Bot Judgements
The results of §3 suggest that false bot judgements are or could become significantly epistemically harmful. How ought we to approach these harms? 
One genre of strategies targets individual users and their epistemic habits or norms. Consider, first, a ‘pessimistic strategy’ that does not take the relevant harms seriously, no matter how significant. This strategy asks us to endorse a norm like ‘ceteris paribus, be skeptical about a post’s human authorship unless the poster is verified by the platform or known to you offline’.[endnoteRef:21] The underlying assumption is that social media platforms are informationally poor environments, so much so that we ought to adopt a default stance of wariness toward online posts generally. Anyone who is convinced that social media platforms are cesspools of deception—due, perhaps, to a combination of deceptive bots and insincere users hiding behind the veil of anonymity—will be sympathetic to this pessimistic strategy.[endnoteRef:22] To the extent that these concerns are warranted, one may be permitted to ignore the harms caused by false bot judgements. One might even conclude that false bot judgements are only viewed as epistemically harmful by those who fail to appreciate the pessimistic strategy’s underlying rationale. That is to say, if social media posts are generally less trustworthy than other sources of testimony, then we should not trust many social media posts even if the source of our distrust is not that we assume (falsely or truly) that these posts are authored by bots. In that event, users who are mistaken for bots fare no worse than those who are not trusted simply because social media posts are generally viewed as untrustworthy. [21:  This is paraphrased from an anonymous reviewer.]  [22:  Those who follow Fricker (2007, chapter 3) may also argue that, in general, a stance of default credulity toward social media testimony is unwise, even if active skepticism is melodramatic. However, the details of Fricker’s account of justified belief in testimony are complex and have come under some fire (Goldberg 2010). Therefore, I do not endeavour to examine the implications of her account for my argument here. Thanks to an anonymous reviewer for this point.] 

But the pessimistic strategy is also controversial. For one thing, while it may be true that the default credulity assigned to social media posts ought, ceteris paribus, to be lower than testimony delivered offline or via more trustworthy digital mediums (say, academic journals), this does not entail that they deserve no uptake or that they deserve mistrust.[endnoteRef:23] Take my example from §3: as long as a sufficiently large set of social media posts claiming P count as higher-order evidence for P, this suggests that such posts are not entirely epistemically worthless. And yet, taking a post to be authored by a bot typically leads to exactly this result. False bot judgements threaten even the minimal credulity that such posts would need to have in order to constitute higher-order evidence that P.  [23:  Levy argues that academic Twitter in particular is an important source of knowledge, so much so that academic users should take others’ posts at “face value”, even given the risk of being duped by, e.g., sock-puppeteers. In the academic Twitter context, “the epistemic benefits that flow from trust are too important, and too easily damaged, for us to risk becoming less trusting.” (2022, 286).] 

Because the pessimistic strategy is controversial, it is worth considering more optimistic strategies. Like the pessimistic strategy, some optimistic strategies might recommend epistemic hygiene norms for individual users. However, unlike the pessimistic strategy, optimistic strategies won’t settle for such a low-trust norm on social media. In discussing epistemic norms for individual users here, I suggest that these norms should focus on avoiding or preventing the relevant harms rather than redressing them. This is because, as noted in §3, it is often very difficult for individual users to identify when another user has ceded insufficient uptake to one’s posts, seeing as many cases of online dismissal leave no trace for users to identify. This undermines redress strategies because it means that few harms resulting from such dismissals can be reliably identified and subsequently mended. 
Instead, then, we should focus on strategies for preventing individual users from making false bot judgements in the first place. For instance, one might argue that abiding by good epistemic norms online would prevent users from forming false bot judgements because one such norm demands that we acquire sufficient evidence for judging that any given post is authored by a bot. Following this norm could, therefore, make users more likely to engage with only real users’ testimony. At the very least, abiding by this norm might prevent false bot judgements from being based on paltry evidence, motivated reasoning, prejudice, and so on.
One problem with this approach is that—prejudice and motivated reasoning to one side—the demand to acquire additional evidence in favour of one’s bot judgements could place excessively high demands on users to become educated in the art of bot-detection. For instance, Stukal et al. (2017) argue that the best indicator for detecting a Russian bot account on Twitter is the software used for making posts (at least circa the year of publication). I doubt that this is the sort of information we can reasonably expect ordinary users to possess. More generally, as Neil Levy points out, ‘we often could take steps to verify the existence of our Twitter interlocutors: we can google, send emails to their contacts, and so on. But we can’t be expected to check more than a small proportion of those we engage with: the opportunity costs of such an investment of time are prohibitive’ (2022, 288). This is just as true, I contend, for investigating bot activity as for investigating sock-puppets (one of the cases at issue in Levy’s paper).
Relatedly, it seemingly can be epistemically rational for individual users to draw bot judgements without actively seeking out evidence that any particular post was authored by a bot. This will be so whenever there is widespread evidence (misleading or otherwise) that warrants an inference from the judgement that bot-posts are generally prevalent to the judgement that particular post has (likely) been authored by a bot. Such inferences may sometimes entitle the reasoner to lower her credence in the proposition that a given post was authored by a human user. And if this is right, then we cannot conclude too quickly that her false bot judgement was made in an epistemically irresponsible manner.
One might reply that such inferences are not epistemically rational or permissible, albeit for non-evidential reasons. Let me expand on this suggestion by first sharing the following scenario offered up by Georgi Gardiner:
Joan notices four young men together in an alley in Baltimore. It appears they are using their bodies to shield their activity from people in the street. It looks like they are exchanging money and packages…Joan forms the belief that ‘those people are selling illegal drugs’ or ‘those people are probably selling illegal drugs’. (2017, 189)
As many moral encroachment theorists contend, beliefs like Joan’s are problematic due to their moral implications. Perhaps Joan’s conclusion is rational from a statistical-evidential point of view, such that there is one sense in which her conclusion is epistemically well-founded. But Joan’s conclusion still strikes many philosophers as problematic, in just the way that it can seem problematic to assume that the one person of color at the fancy, historically white club is an employee rather than an attendee (Gendler 2011; Basu 2019b). In both cases, moral reasons may seem to encroach on epistemic-qua-statistical-evidential reasons by raising the threshold of sufficient evidence for belief beyond that which statistical evidence alone can provide. The moral encroachment theorist can offer several reasons for this view. Perhaps Joan ought not to believe as she does because of the high moral stakes (e.g., contributing to systematic racism—Bolinger 2020). Or perhaps she ought not to believe what she does because one should not form beliefs based on facts that are only true in virtue of systemic racist histories (Basu 2019a).
Our question is whether there are analogous moral considerations that encroach on the epistemic rationality of bot judgements that are based on statistical inferences. One suggestion is that bot judgements contribute to the degradation of online discourse, thereby deepening mistrust within online communities, which is morally bad. And yet, if the target of one’s judgement is a bot, then there is no genuine discourse to be had with it, and so no genuine harm is being done by avoiding discourse with it. Not only this, but one’s discursive energy is wasted in the event that one is dealing with a bot, and so—by parity of reasoning—one actually harms oneself, and perhaps one’s epistemic projects or community, by not judging the post to be a bot-product.
This suggests a problem for moral-encroachment-based arguments against the epistemic rationality of (some) bot judgements. The problem is that standard applications of moral encroachment theories assume that we are dealing with human agents, which is precisely what is in question when we are thinking about bots. The question, in other words, is whether we are dealing with human agents, such that moral considerations are relevant. This is a higher-order question: it concerns the applicability of moral encroachment theories to the first-order epistemic issues at hand. Therefore, appealing to moral encroachment theories themselves cannot settle it.
Fortunately, it seems possible to construct a meta-norm that takes this problem into account. The meta-norm might be: ceteris paribus, assume human agency despite the possibility of being mistaken, so as to avoid subjecting genuine human agents to harms caused by bot judgements. One might even deny that this norm requires an appeal to moral encroachment, as long as the purely epistemic harms of failing to abide this norm are sufficiently serious. For example, if failing to abide by this norm leads to a loss of sufficiently voluminous and high-quality testimonial evidence than would otherwise be available, this may be a purely epistemic cost that is bad enough to warrant the norm.[endnoteRef:24] However, this norm poses an imperfect solution, for the aforementioned reason that it does not deal with the problem of wasted cognitive resources when one is in fact responding to a bot.[endnoteRef:25] And there could arise any number of situations in which the costs of making the assumptions recommended by the norm outweigh the costs of not making them. Therefore, one might continue to doubt that responsibility for the harms of false bot judgements falls (entirely) on individual users or groups of users.  [24:  Naturally, a norm that does not presuppose moral encroachment would require fewer theoretical commitments. Sophisticated criticisms of moral encroachment are also available (see Gardiner 2018, ms.). ]  [25:  This being said, one possible benefit is that other users may see and then take seriously one’s response to the bot.] 

Somebody who takes this approach might draw an analogy with other epistemic problems in the online landscape. For example, it has been argued that there are too many instances of fake news for individual users to sift through on their own, no matter how scrupulous they are (Rini 2017). What is likely needed, then, are institutional efforts on the part of online social media platforms to curtail the proliferation of fake news and—so the analogy goes—bots and their deceptive posts.[endnoteRef:26] [26:  Some institutional interventions empower individual users to detect bots. One feature is Twitter’s “blue check” displayed by prominent users’ avatars, thus indicating that the identities of the users are verified. This feature protects against human imposters and bot imposters. However, the blue check system is currently only designed to verify the identities of sufficiently well-known users, whereas bots often masquerade as non-famous users.] 

Pursuing this argument might also lead one to blame the designers of social media platforms that potentially allow deceptive bots to flourish. Insofar as an online platform (1) creates an environment in which such problems arise, and (2) fails to address these problems, the designers of these platforms are culpable. The reason why I describe this only as a potential ground for moral blame is that, to my knowledge, these platforms (e.g., Twitter, as well as government bodies) have made some recent efforts to curtail problematic bot activity by detecting and deactivating them en masse.[endnoteRef:27]  [27:  See https://www.nbcnews.com/tech/tech-news/twitter-purging-millions-fake-accounts-investors-are-spooked-n889941] 

But if at least some social media companies are already culling deceptive bots from their platforms, aren’t our problems effectively solved? The answer is no. One reason is that these efforts have been imperfectly exercised.[endnoteRef:28] More significant, though, is the aforementioned fact that these problems have more to do with the believed ubiquity of deceptive bots than with their actual ubiquity. Thus, platforms like Twitter can make efforts to cull deceptive bots, but if these efforts are not widely publicized, or if evidence is not widely disseminated to show that these efforts are (1) highly successful and (2) likely to continue succeeding into the future, then many users—like Tom—may continue to make false bot judgements. Culling deceptive bots is a technical challenge, whereas managing public beliefs about bot-ubiquity is a public relations challenge, one that is magnified by widespread distrust for ‘big data’ companies in many circles.[endnoteRef:29] [28:  See https://www.channel4.com/news/factcheck/how-twitter-users-were-wrongly-labelled-as-russian-bots-after-a-government-briefing]  [29:  One that Elon Musk has, for whatever reason, recently exacerbated—see https://www.cnn.com/2022/05/16/tech/elon-musk-twitter-spam-bots-parag/index.html] 

Perhaps, then, we give up too quickly if we abandon the norm stating: ceteris paribus, assume human agency despite the possibility of being mistaken, so as to avoid subjecting genuine human agents to harms caused by bot judgements. Such a norm may remain important as a means of pressuring users to behave in ways that are less hyper-suspicious on social media platforms. It may be, specifically, that users like Tom ought to follow such a norm even if there are occasional or frequent costs to doing so. Thus, we may need a two-pronged strategy involving norms for individuals’ epistemic conduct on social media platforms and institutional interventions (with clear institutional communication regarding these interventions). 

§5—Conclusion
False bot judgements are epistemically harmful. There are nearby possible worlds in which these harms, small as they may be on their own, could aggregate into larger epistemic harms that undermine the epistemic value of discourse on social media platforms. In all likelihood, remedies should involve both institutional interventions and norms governing individuals’ conduct on social media platforms. The issues considered here do not exhaust all of the issues associated with deceptive bots on social media networks. Nevertheless, those discussed here strike me as understudied, and so I hope to have made some contributions on this front.[endnoteRef:30] [30:  Thanks are due to Regina Rini, Dylan Ludwig, Jef Delvaux, and Dennis Papadopoulos for reading and commenting on earlier versions of this paper. Special thanks are due to several anonymous reviewers for their incredibly helpful feedback, all of which has strongly influenced the final version of this project.] 
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